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Abstract: Over the past decade, social media usage has grown at an unprecedented rate, and so has the problem of 

fraudulent user accounts. Fake profiles are routinely exploited to push spam, run scams, and circulate false 
narratives, all of which erode trust in online communities. Addressing this challenge, the present work introduces 

an automated detection framework that draws on both text-based and numerical signals extracted from user profiles. 

Bio descriptions are transformed into weighted feature vectors through TF-IDF (Term Frequency–Inverse Document 

Frequency), while quantitative indicators — follower count, following count, post count, and status count — are 
incorporated alongside them. A Support Vector Machine (SVM) serves as the core classifier, attaining 95.5% overall 

accuracy with consistently high precision and recall. The system is wrapped in a lightweight Flask web application 

so that any user can query it without technical expertise. Results confirm that blending linguistic cues with statistical 

profile data produces a more robust detector than relying on either source alone. 

Keywords: Fake Profile Detection, Social Networks, Support Vector Machine, TF-IDF, Natural Language 
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1. INTRODUCTION 

Platforms such as Facebook, Instagram, and Twitter have woven themselves into everyday life, offering people 

around the world a space to communicate, share ideas, and build communities. Yet the same openness that makes 
these networks valuable also makes them vulnerable. Alongside genuine users, a growing number of bogus accounts 

are set up to serve harmful ends — disseminating spam and scams, amplifying misinformation, launching phishing 

campaigns, and skewing public discourse. The sheer volume of user-generated activity makes it almost impossible 

to catch these actors through manual inspection alone [4]. 

What complicates matters further is that fake profiles are often constructed to look convincingly authentic — 

borrowing profile photos, plausible usernames, and carefully worded bios. Spotting them by eye is not only slow but 
also inconsistent. An automated approach, one that can assess thousands of accounts in seconds, is therefore not a 

luxury but a necessity. Machine learning has emerged as a leading candidate for this role, offering the ability to learn 

discriminating patterns from labelled data and apply them at scale [5]. 

Among the signals that reveal a profile's authenticity, textual content in the bio field is particularly telling. Spam-

oriented accounts frequently use promotional slogans, clickbait phrases, or link-heavy descriptions that stand out 

from typical user language. NLP methods can quantify these differences and convert raw text into features a classifier 
can act on [1]. When this textual evidence is paired with numerical indicators like follower ratios or posting 

frequency, the resulting feature set covers a much wider range of deceptive behaviours. 

This paper details the design and evaluation of such a combined system. Profile bios are processed with TF-IDF 
to yield numerical text vectors, which are then merged with selected profile statistics. An SVM classifier trained on 

this joint representation is embedded in a Flask web application, providing an accessible tool for live profile 

assessment. 

2. LITERATURE SURVEY 

Researchers have approached the fake-profile problem from many directions, ranging from graph-based analyses 

of network topology to content-level inspection of posts and bios. A common thread across these efforts is the 

recognition that no single signal is enough on its own — effective detection tends to require combining multiple 

information sources. 

One of the earliest and most cited demonstrations of how automated accounts can infiltrate social platforms was 

provided by Boshmaf et al. [4]. Their socialbot experiments on a major network showed that well-crafted bots could 
befriend real users at scale, accumulating the kind of social connections that lend apparent legitimacy. The 
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implication for detection research was clear: surface-level checks based on follower counts or connection graphs are 

insufficient when bots are designed to game those very metrics. 

On the algorithmic side, a wide range of classifiers has been put to the test. Goodfellow et al. [2] document the 

broader trajectory of machine learning from shallow models toward deep architectures, providing context for why 

practitioners still reach for SVMs when working with high-dimensional, sparse text data — a setting where the 
margin-maximising nature of SVMs tends to deliver reliable results without overfitting. Mitchell [3] offers a 

foundational account of how supervised classifiers learn decision boundaries, which underpins the training strategy 

adopted here. 

TF-IDF remains a workhorse for turning unstructured text into model-ready features. Manning et al. [1] explain 

that the method rewards terms that are locally frequent but globally rare — exactly the kind of idiosyncratic language 

(e.g., 'click the link,' 'instant followers') that flags a fraudulent bio. Gupta et al. [5] put this intuition into practice in 
a social-network context, showing that a classifier fed on both TF-IDF bio features and numerical profile statistics 

consistently outperforms models that use only one of these feature types. 

Despite this progress, most published systems are built around a single platform and require direct API access, 
which limits how broadly they can be deployed. The framework described here sidesteps that constraint by working 

with profile data entered manually, making it platform-agnostic. Implementation relies on the Scikit-learn library [7] 

for modelling and Flask [6] for the web layer. 

3. PROPOSED SYSTEM 

3.1 System Overview 

At its core, the proposed system is a web-based tool that accepts profile information typed in by the user and 

returns a verdict — real or fake — in a matter of seconds. The prediction engine underneath is an SVM classifier 

that has been trained on a mix of textual features derived from bios and a set of plain numerical profile statistics. 

3.2 System Architecture 

Six distinct processing stages carry the data from raw user input to a final prediction. Figure 1 lays out how these 

stages connect. 

 

Figure 1: Architecture of the Proposed Fake Profile Detection System 

•  User Interface — A clean Flask-rendered form where users fill in the bio, follower count, following count, 
post count, status count, and account category. 

•  Data Preprocessing — The submitted bio is stripped of URLs, punctuation, digits, and common stopwords so 
that only meaningful words survive into the next stage. 
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•  Feature Extraction (TF-IDF) — The cleaned bio is passed through a TF-IDF vectoriser, producing a sparse 

numerical vector that captures the relative importance of each term. This vector is then joined with the numerical 
profile fields to form a single composite feature row. 

•  SVM Classifier — The trained Support Vector Machine evaluates the composite feature row and assigns a 
class label: genuine or fake. 

4. METHODOLOGY 

4.1 Dataset 

Training and evaluation relied on a collection of social media profile records, each containing a bio string, 

follower count, following count, post count, status count, an account-type label (Personal, Business, or Influencer), 
and a ground-truth indicator of whether the profile is authentic or fabricated. Before any modelling took place, the 

collection was cleaned to remove entries with missing fields or exact duplicates. 

4.2 Data Preprocessing 

Getting the bio text into a usable form required several cleaning passes. First, any embedded URLs or hyperlinks 
were removed. Next, punctuation marks and special characters were stripped out. All remaining text was folded to 

lowercase, and a standard English stopword list was then applied to eliminate words like 'the,' 'is,' and 'and' that add 

no discriminating value. The cleaned bio strings were carried forward to feature extraction. 

4.3 Feature Extraction 

TF-IDF was fitted on the cleaned bio corpus and used to map each bio to a fixed-length sparse vector. The 

method naturally down-weights words that appear in almost every profile (and therefore carry little distinguishing 

information) while amplifying terms that show up repeatedly within a particular bio but rarely elsewhere — a pattern 
especially common in promotional or spam-style text. After vectorisation, the TF-IDF output for each record was 

horizontally concatenated with its four numerical attributes to produce the matrix fed into the classifier. 

4.4 Model Training and Classification 

A linear-kernel SVM was chosen as the classifier. Linear kernels work particularly well in high-dimensional 
sparse spaces because they seek the widest margin between classes without projecting data into an even higher-

dimensional kernel space. The labelled records were partitioned into an 80% training split and a 20% hold-out test 

split. Model quality was judged using accuracy, precision, recall, and F1-score, which together capture both the rate 

of correct predictions and the balance between false positives and false negatives. 

4.5 Web Application 

Once training was complete, the SVM and TF-IDF vectoriser were both saved to disk using Joblib. The Flask 

application loads these artefacts at start-up so that every incoming prediction request can be served without retraining. 
When a user submits the form, the server preprocesses the bio, runs it through the stored TF-IDF transformer, 

concatenates the numerical fields, and feeds the result to the SVM. Depending on the output, the page re-renders 

with either a 'Profile is likely REAL' or 'Profile is likely FAKE' badge.  

5. RESULTS AND DISCUSSION 

The hold-out test set was used to benchmark the trained model. A breakdown of the results by class and overall 

is given in Table 1. 

Table 1. Performance Metrics of the Proposed System 

Metric Real Profiles Fake Profiles Overall 

Accuracy 96.2% 94.8% 95.5% 

Precision 95.8% 95.1% 95.4% 

Recall 97.3% 93.9% 95.6% 

F1-Score 96.5% 94.5% 95.5% 
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Across the board, the model performed well. The 95.5% overall accuracy reflects a classifier that has learned to 

separate genuine and fake profiles with a high degree of reliability. Looking at the class-level numbers, real profiles 
are recalled at 97.3%, meaning very few authentic accounts are wrongly flagged. Fake profiles are recalled at 93.9%, 

indicating that the vast majority of fraudulent accounts are caught. Precision figures for both classes sit above 95%, 

so erroneous verdicts in either direction are uncommon. 

Qualitative inspection of the test cases reinforced these numbers. Accounts whose bios contained phrases such 

as 'free followers for everyone' or 'get rich quick,' and whose following count dwarfed their follower count, were 

reliably labelled as fake. Conversely, profiles with measured, personal bios and broadly balanced engagement 
statistics were consistently marked as genuine. This pattern held across all three account categories — Personal, 

Business, and Influencer — suggesting the model has generalised beyond the specific vocabulary of any one account 

type. 

Table 2 places the proposed approach in the context of simpler methods.  

Table 2. Comparison with Existing Approaches 

Approach Algorithm Accuracy Limitation 

Manual Detection Rule-Based ~60% Slow, error-prone 

Behaviour Analysis Decision Tree ~82% No text features 

Text-Only NLP Naive Bayes ~85% Ignores numerics 

Hybrid (Proposed) SVM + TF-IDF 95.5% — 

 

Even the best single-feature alternative — a text-only Naive Bayes classifier — lags the proposed system by 

roughly ten percentage points. The gap is wider still against behaviour-only or rule-based approaches. This confirms 

that neither textual nor numerical signals alone are as powerful as the two in combination. 

              

6. CONCLUSION 

This work set out to build a practical, accessible tool for spotting fake social media profiles, and the results 

suggest that goal has been met. By marrying TF-IDF-derived text features with numerical profile statistics and 
training an SVM on the combined representation, the system reaches 95.5% accuracy — a meaningful improvement 

over methods that lean on only one type of evidence. 

Beyond the accuracy figures, the system has a concrete practical advantage: it requires nothing more than a web 
browser to use. Any moderator, researcher, or curious user can enter a profile's details and receive an instant, colour-

coded verdict. The underlying model handles the heavy lifting invisibly, translating raw inputs into a calibrated 

prediction within milliseconds. 
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There is still room to grow. Future iterations could experiment with transformer-based language models such as 

BERT to produce richer textual representations, incorporate image analysis of profile pictures, or connect directly to 

social media APIs for fully automated, real-time screening across entire platforms. 
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