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Abstract: The rapid advancement of artificial intelligence has led to the development of
increasingly complex multimodal systems capable of processing heterogeneous data streams
including vision, text, and audio. However, designing optimal neural architectures for such
multimodal systems remains a significant challenge requiring extensive manual expertise and
computational resources. This paper presents a Self-Evolving Multimodal Artificial Intelligence
Framework with Neural Architecture Search (SEMAF-NAS), a novel system that autonomously
discovers, evaluates, and refines neural architectures across multiple modalities without human
intervention. The proposed framework integrates differentiable architecture search, reinforcement-
learning-based controller networks, and a cross-modal fusion engine to simultaneously optimise
encoder architectures for vision, text, and audio modalities. A self-evolution mechanism enables
the framework to iteratively improve its own architecture based on validation performance
feedback over successive search rounds. Experimental evaluations demonstrate that SEMAF-NAS
achieves a global ensemble accuracy of 96.18% across seven architectural components with a total
of 22.6 million parameters, outperforming state-of-the-art manually designed multimodal
baselines by 3.7 percentage points. The self-evolving architecture search process reduces design
time by 68% compared to traditional AutoML pipelines while maintaining competitive inference
efficiency. The framework is evaluated on multimodal benchmark datasets including VQA v2.0,
AudioCaps, and MSRVTT, demonstrating consistent improvements across unimodal and cross-
modal evaluation protocols.
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1. INTRODUCTION

The design of neural architectures for artificial intelligence systems has historically been a labour-
intensive process requiring deep domain expertise and extensive empirical experimentation. The
emergence of Neural Architecture Search (NAS) has fundamentally altered this paradigm by
enabling automated discovery of high-performing architectures through systematic exploration of
predefined search spaces. Early NAS methods based on reinforcement learning and evolutionary
algorithms demonstrated superior results compared to hand-crafted architectures but demanded
prohibitive computational budgets, often requiring thousands of GPU hours per search run.

Multimodal Al systems present an additional layer of architectural complexity since they must
simultaneously process, encode, and fuse representations from heterogeneous data modalities
including images, natural language, and audio signals. The heterogeneity of these modalities
means that a single architecture design strategy rarely transfers optimally across all input types,
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and the interdependency between modality-specific encoders and the cross-modal fusion
mechanism creates a coupled optimisation problem that is not addressed by existing unimodal
NAS approaches.

This paper introduces SEMAF-NAS, a Self-Evolving Multimodal Artificial Intelligence
Framework with Neural Architecture Search that addresses this limitation through three principal
contributions:

» Aunified NAS pipeline that concurrently searches for optimal encoder architectures
across vision, text, and audio modalities using modality-specific search spaces with
shared controller feedback.

» A self-evolution mechanism that iteratively refines discovered architectures over multiple
search generations using a performance-guided mutation strategy, enabling the
framework to escape local optima in the architecture search landscape.

» A cross-modal fusion engine based on hierarchical attention that adaptively weights
contributions from each modality encoder based on input context, producing a fused
representation optimised for downstream task performance.

» A federated NAS extension that enables distributed architecture search across
decentralised data nodes without sharing raw training data, supporting privacy-preserving
multimodal model development.

2. LITERATURE SURVEY

The intersection of Neural Architecture Search and multimodal learning has attracted growing
research interest, building upon foundational contributions in both automated machine learning
and representation learning for heterogeneous data modalities.

Review of Existing Works

« Zophand Le (2017): Introduced the foundational NAS framework using a recurrent
neural network controller trained with REINFORCE policy gradient to generate
candidate architectures, achieving state-of-the-art results on CIFAR-10 and Penn
Treebank at the cost of 800 GPU days, establishing the reinforcement learning paradigm
for architecture search.

« Liuetal (2019): Proposed DARTS, a differentiable architecture search method that
relaxes the discrete architecture representation to a continuous domain, enabling gradient-
based optimisation of architecture parameters jointly with network weights, reducing
search cost to a single GPU day on CIFAR-10.

« Pham et al. (2018): Developed ENAS, which introduces parameter sharing across child
models in the search space to dramatically reduce the computational overhead of NAS,
enabling efficient architecture search with performance approaching the full NAS
baseline.

« Luetal (2020): Presented NSGA-Net, an evolutionary NAS algorithm that employs
multi-objective optimisation to simultaneously minimise classification error and
computational complexity, producing architectures on the Pareto frontier of accuracy
versus efficiency.

« Gao et al. (2020): Proposed a multimodal NAS framework for video-text retrieval that
constructs a joint search space spanning both visual and textual encoder architectures,
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demonstrating that cross-modal co-search yields superior fusion representations
compared to independently searched unimodal encoders.

» Perez-Rua et al. (2021): Introduced a NAS-based approach for audio-visual speech
recognition that extends the cell-based search space to include temporal convolution and
attention operations, achieving competitive word error rates on multimodal speech
benchmarks.

» Heetal. (2022): Explored federated NAS in the context of heterogeneous client models,
proposing a one-shot NAS framework compatible with federated learning where
architecture search and federated aggregation are performed simultaneously without data
sharing across nodes.

» Chenetal. (2023): Proposed a self-supervised NAS framework leveraging contrastive
learning objectives to guide architecture search without labelled data, demonstrating that
self-evolving search guided by unsupervised signals can match supervised NAS
performance on downstream classification benchmarks.

3. PROPOSED SYSTEM

The proposed SEMAF-NAS system is designed to autonomously discover and iteratively refine
optimal neural architectures for a multimodal Al pipeline processing visual, textual, and audio
inputs. The framework eliminates manual architecture engineering by coupling modality-specific
NAS controllers with a self-evolution engine that re-evaluates and mutates discovered
architectures across successive search generations. A hierarchical cross-modal fusion module
integrates the independently searched encoder representations into a unified embedding space for
downstream task inference.

The proposed system architecture consists of the following principal components:

« Vision NAS Controller (vision_nas_controller.py): Implements DARTS differentiable
architecture search over a cell-based CNN search space with 8 candidate operations per
edge including 3x3 separable convolution, 5x5 dilated convolution, max pooling, skip
connections, and identity mappings. Architecture parameters are jointly optimised with
network weights using alternating gradient descent on train and validation splits.

« Text NAS Controller (text_nas_controller.py): Applies ENAS parameter-sharing
search over a transformer block search space with variable depth (6-18 layers), variable
attention head count (4-16 heads), and optional feedforward gating mechanisms. The
shared parameter supernet reduces text encoder search cost by a factor of 50 compared to
independent evaluation.

« Audio NAS Controller (audio_nas_controller.py): Performs random NAS with
performance predictor guidance over a hybrid convolutional-recurrent search space
incorporating log-mel filterbank feature extraction, temporal strided convolutions, and
bidirectional GRU encoders with variable hidden dimensionality.

« Self-Evolution Engine (self_evolution_engine.py): Maintains a population of top-K
discovered architectures from each search generation and applies reinforcement-learning-
guided mutation operators including layer insertion, operation substitution, and skip
connection rewiring. The evolution controller is trained using proximal policy
optimisation with architecture validation accuracy as the reward signal.
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Cross-Modal Fusion Module (cross_modal_fusion.py): Implements gradient-based
NAS over an attention mechanism search space to discover the optimal strategy for
combining vision, text, and audio encoder outputs. Candidate fusion operations include
concatenation, bilinear pooling, co-attention, and gated multimodal units.

Federated NAS Aggregator (federated_nas_server.py): Enables distributed
architecture search across multiple data nodes by aggregating architecture parameter
gradients rather than raw data, using a weighted FedAvg strategy where node weights are
proportional to local dataset size.

Inference and Evaluation Dashboard (semaf_dashboard.html): A single-file HTML5
interface providing real-time NAS search progress visualisation, architecture comparison
charts, cross-modal attention heatmaps, and per-modality accuracy reporting.
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4. METHODOLOGY

The methodology of SEMAF-NAS is organised into seven stages encompassing data preparation,
modality-specific architecture search, self-evolution, cross-modal fusion optimisation, federated
aggregation, evaluation, and deployment:

1. Multimodal Dataset Preparation: The framework is evaluated on three benchmark
datasets: VQA v2.0 for vision-language tasks (1.1M question-answer pairs with 200K
images), AudioCaps for audio-text alignment (46K audio clips with natural language
captions), and MSRVTT for video-text retrieval (10K video clips with 200K
descriptions). All inputs are preprocessed to fixed-length representations: images to
224x224 RGB tensors, text to 512-token sequences with WordPiece tokenisation, and
audio to 128-bin log-mel spectrograms over 10-second windows.

2. Modality-Specific Search Space Definition: Three independent search spaces are
defined for vision, text, and audio encoders. The vision search space consists of a 14-
node directed acyclic graph with 8 candidate operations per edge. The text search space
spans transformer configurations with 6 to 18 layers and 4 to 16 attention heads. The
audio search space includes 32 candidate architecture configurations combining
convolutional depth, GRU hidden size, and pooling strategy. Each search space is
designed to encompass the manually engineered architectures used as baselines.

3. Concurrent Multimodal NAS Execution: The three NAS controllers run concurrently
using asynchronous gradient updates, with each controller optimising its respective
architecture parameters using the shared cross-modal validation loss. This coupling
ensures that the vision, text, and audio encoders are co-optimised for compatibility with
the downstream fusion module rather than independently maximising unimodal accuracy.

4. Self-Evolution across Search Generations: Following each NAS search round, the top-
5 architectures per modality are retained in an evolution population. The self-evolution
engine applies three mutation operators: (1) Layer Insertion, which adds a new operation
node sampled from the search space; (2) Operation Substitution, which replaces an
existing operation with a randomly selected alternative; and (3) Skip Rewiring, which
modifies residual connection topology. Mutated candidates are evaluated on validation
split and accepted if they improve upon the parent architecture's accuracy by a margin
greater than delta=0.5%.

5. Cross-Modal Fusion Architecture Search: After modality-specific encoders are
finalised by the self-evolution process, the cross-modal fusion NAS controller searches
for the optimal fusion strategy. The fusion search space includes six candidate operations:
vector concatenation followed by MLP projection, bilinear pooling, symmetric co-
attention with query-key-value projections, gated multimodal unit, Tucker
decomposition-based fusion, and cross-attention with positional encoding. The fusion
controller uses gradient-based NAS with 3-fold cross-validation to identify the globally
optimal fusion architecture.

6. Federated NAS Aggregation: To support privacy-preserving distributed training, the
federated NAS aggregator collects architecture parameter gradients from participating
nodes after each local NAS step and computes a sample-weighted average of architecture
logits using the formula: alpha_global = sum((nk/N) x alpha_k), where alpha_k
represents the architecture parameter vector of node k with nk local samples out of N
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total samples. Raw training data and model weights are never transmitted between nodes,
preserving data privacy across the federation.

7. Evaluation and Benchmark Reporting: The final SEMAF-NAS model is evaluated on
held-out test splits of all three benchmark datasets. Evaluation metrics include VQA
accuracy (overall, yes/no, number, other categories), audio-text retrieval Recall@1/5/10,
and video-text retrieval mean reciprocal rank. Architecture efficiency is measured by
total parameter count, floating-point operations per inference (FLOPSs), and GPU
inference latency. Results are compared against six manually designed and NAS-
discovered baselines.

5. RESULTS

The proposed SEMAF-NAS framework was evaluated across all seven architectural components
spanning the vision, text, audio, fusion, and self-evolution modules. Each component was
independently evaluated on its corresponding benchmark split following the full NAS search and
self-evolution procedure. The following table presents the NAS strategy, search space type,
achieved accuracy, and parameter count for each architectural component, along with the global
ensemble accuracy.

Module / -
Component NAS Strategy Search Space | Accuracy (%) Parameters (M)
Vision . . Cell-based
Encoder DARTS (Differentiable) CNN 94.31 8.2
Text Encoder ENAS (Efficient) Transformer 91.87 11.4
Blocks
Audio Convolutional+
Encoder Random NAS RNN 88.54 6.7
Cross-ModaI Gradient-based NAS Attentl.on 93.12 14.1
Fusion Mechanisms
Inference Hybrid
Engine One-Shot NAS MLP+CNN 92.76 9.8
Self- Dynamic Layer
Evolution Reinforcement-NAS y y 95.43 17.3
Growth
Layer
Global Multi-
Ensemble Federated NAS Architecture 96.18 22.6

Table 1: Per-Component NAS Results and Global Ensemble Accuracy

The global ensemble accuracy of 96.18% was achieved with a total of 22.6 million parameters
across all components combined. The Self-Evolution Layer demonstrated the highest individual
accuracy of 95.43%, validating the effectiveness of the reinforcement-NAS guided mutation
strategy for iterative architecture improvement. The Vision Encoder achieved 94.31% accuracy
using DARTS differentiable search, while the Text Encoder attained 91.87% accuracy using
ENAS parameter sharing over a transformer block search space.
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The cross-modal fusion module achieved 93.12% on the VQA v2.0 cross-modal evaluation
benchmark, outperforming the manually designed co-attention baseline by 2.4 percentage points.
The self-evolution mechanism reduced the total number of NAS search rounds required to reach
peak performance from 47 rounds (standard NAS) to 14 rounds, representing a 70.2% reduction
in search cost. The federated NAS aggregation experiment across five distributed data nodes
achieved a final global architecture accuracy within 0.8 percentage points of the centralised NAS
baseline, confirming that architecture search can be effectively performed without raw data
centralisation.

A comparison of SEMAF-NAS against six baseline systems is presented below:

« Manual Multimodal Baseline (VILBERT): 92.43% VQA accuracy, 86.1M parameters.

« DARTS Unimodal Ensemble (independent per-modality search): 93.71% accuracy,
18.9M parameters.

» ENAS Multimodal (joint search without self-evolution): 94.02% accuracy, 19.7M
parameters.

« SEMAF-NAS without Self-Evolution (ablation): 94.87% accuracy, 20.1M parameters.

« SEMAF-NAS without Federated Extension (centralised only): 95.84% accuracy, 21.9M

parameters.

SEMAF-NAS Full System

proposed): 96.18% accuracy, 22.6M parameters.

Dashboard



Journal of Computer and Electrical Sciences (JCES)- Volume-1 Issue-4, April 2026
ISSN: 3049-2602

Dashboard

Hurricane f atorm
Critical — shut down
Clear — no abstacla
No significant finding

Fracture

==l pal =d 0L F= )

H5E lrclwstrial

Critical — shwut douwm




Journal of Computer and Electrical Sciences (JCES)- Volume-1 Issue-4, April 2026
ISSN: 3049-2602

New Prediction
@ select domain
[ ] -

Hoalthcare Autonomous Vehicle

prediction

& =

Industrial Disaster Monitoring

@ upload image

@ Text input

@ sensor/ tabular data

Prediction history

® -

[ Hurricane / storm completed
# Industrial Critical — shut down completed
#& AV Perception Clear — no obstacle completed
A Healthcare No significant finding completed

A Healthcare Fracture completed

6. CONCLUSION




Journal of Computer and Electrical Sciences (JCES)- Volume-1 Issue-4, April 2026
ISSN: 3049-2602

This paper presented SEMAF-NAS, a Self-Evolving Multimodal Artificial Intelligence
Framework with Neural Architecture Search that autonomously discovers and refines neural
architectures across vision, text, and audio modalities without manual intervention. The proposed
framework successfully demonstrates that concurrent multimodal NAS with a reinforcement-
learning-guided self-evolution mechanism and gradient-based cross-modal fusion search can
achieve a global ensemble accuracy of 96.18% across seven architectural components,
outperforming all baseline systems including manually designed and standard NAS-discovered
architectures.

The self-evolution mechanism reduces the number of NAS search rounds required to reach peak
performance by 70.2%, demonstrating that iterative architecture refinement guided by validation
feedback is a highly effective strategy for escaping local optima in the multimodal architecture
search landscape. The federated NAS extension enables privacy-preserving distributed
architecture search with less than 0.8 percentage point accuracy degradation compared to
centralised search, establishing SEMAF-NAS as a practical solution for collaborative multimodal
Al development across organisations with data sovereignty requirements.

Future work will explore extending the self-evolution mechanism to dynamic search space
expansion, where the framework autonomously adds new candidate operations to its search space
based on identified performance bottlenecks. Additional research directions include investigating
the application of SEMAF-NAS to video understanding tasks requiring temporal architecture
components, integrating large language model guided architecture generation as a warm-start
strategy for the NAS controllers, and developing continual learning extensions that allow the self-
evolving framework to adapt its architecture to distributional shifts in the input data without full
re-search.
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