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Abstract: This paper describes the design and implementation of a real-time sign language recognition 

system built on MediaPipe hand landmark detection and a rule-based gesture classification engine. Raw 
landmark coordinates are inherently sensitive to hand scale and camera distance; to address this, the 

system normalizes every joint position as a ratio relative to a stable anatomical baseline, the wrist-to-

middle-finger distance making recognition invariant to operator proximity. The classifier covers twenty-
six static American Sign Language (ASL) hand-shapes and a numeric subset, operating at interactive 

frame rates on commodity hardware without a trained neural network. The implementation is presented 

as a functional proof-of-concept and research scaffold; recognition fidelity degrades under low-ambient 
illumination and during rapid inter-sign transitions, both of which remain open areas for refinement. 
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1. INTRODUCTION 

Sign language constitutes the primary mode of communication for a substantial segment of the deaf and 

hard-of-hearing population worldwide. Despite its linguistic richness, sign language remains opaque to 

most hearing individuals, creating a persistent communication barrier in clinical, educational, and 
everyday social contexts. Automated recognition systems that translate hand gestures into readable text 

offer a practical bridge across this divide. 

Early gesture recognition research relied on instrumented gloves that captured joint angles and finger 

flexion via embedded sensors [1]. Although these devices yield high-fidelity kinematic data, they impose 

a significant hardware overhead: each user must done a calibrated glove, limiting deployment to 

laboratory settings. The proliferation of affordable RGB webcams subsequently shifted the field toward 
vision-based approaches, which require no wearable apparatus and operate under natural lighting 

conditions [2]. 

Vision-based systems introduce their own engineering challenges. A naïve approach, treating raw pixel 

coordinates of hand key points as classifier input fails in practice because the same physical gesture 

produces different coordinate values depending on the operator's distance from the camera and the 
resolution at which the hand is captured. This scale sensitivity prompted the adoption of normalization 

strategies, among which distance-ratio normalization has proven particularly effective: expressing every 

joint position as a ratio relative to a fixed anatomical baseline removes the confounding effect of camera 

distance without requiring depth information [3]. 

The present work applies this principle within a complete, deployable pipeline. The system uses Google's 

MediaPipe Hands framework [4] to extract twenty-one three-dimensional landmarks per hand from a live 
webcam stream, normalizes those landmarks using the wrist-to-middle-finger-metacarpal distance as the 

reference baseline, and passes the resulting scale-invariant feature vector to a rule-based classifier. The 

classifier maps feature vectors to one of twenty-six ASL hand-shapes (A–Z) or a numeric label, rendering 
the recognized character on an overlay frame at interactive latency. The remainder of this paper describes 
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the system architecture, the engineering rationale behind each design choice, experimental observations, 

limitations, and directions for future work. 

2. LITERATURE SURVEY 

The history of automated sign language recognition spans roughly four decades. Early instrumented-glove 

systems, typified by the work of Fels and Hinton [1], demonstrated that machine learning could map 

continuous glove sensor streams to word-level ASL outputs. The principal limitation was hardware 
dependency: the gloves were expensive, required per-user calibration, and could not be deployed at scale. 

The emergence of real-time hand pose estimation libraries fundamentally altered the feasibility landscape. 

Zhang et al. [4] introduced MediaPipe Hands, a lightweight pipeline that regresses twenty-one 3D 

landmarks from a monocular RGB image at frame rates exceeding thirty frames per second on a mobile 

CPU. This work demonstrated that accurate, low-latency landmark detection no longer requires dedicated 

depth sensors or high-end graphics hardware, making vision-based gesture recognition accessible to 
commodity hardware. 

A persistent challenge in landmark-based recognition is scale variance. Moryossef et al. [3] conducted a 

systematic comparison of normalization strategies and found that distance-ratio normalization expressing 

each joint's position relative to a stable anatomical reference length consistently outperformed additive 

offset normalization and raw-coordinate baselines across varied camera distances and operator hand sizes. 
This finding motivates the normalization scheme adopted in the present system. 

Deep learning approaches have also been extensively studied. Pigou et al. [5] applied convolutional 

neural networks to gesture segmentation from depth sequences, achieving high classification accuracy on 
isolated sign datasets. More recently, graph convolutional networks operating on skeleton joint graphs 

have been applied to continuous sign language recognition [6]. These approaches yield strong benchmark 

performance but impose non-trivial training data requirements and inference overhead, making them less 
suitable for a resource-constrained proof-of-concept. The present system intentionally avoids a trained 

model, relying instead on engineered geometric rules derived from the normalized landmark geometry, in 

order to maintain full interpretability and minimal deployment footprint. 

3. PROPOSED SYSTEM 

The proposed system is a webcam-based, real-time gesture recognition pipeline that classifies static ASL 

hand-shapes at interactive frame rates using only a standard RGB camera and a general-purpose CPU. 

The design is organized as four sequential stages: image acquisition, landmark detection, geometric 

normalization, and rule-based classification. Each stage is implemented as a modular Python component 
so that any single stage can be replaced independently, for example, substituting the rule-based classifier 

with a trained model without restructuring the pipeline. 

The system deliberately avoids pre-trained gesture-recognition neural networks. This choice is motivated 

by interpretability: every classification decision can be traced to a specific geometric condition (e.g., "the 

index finger extension ratio exceeds 0.75 and the thumb abduction ratio falls below 0.30"). Such 

transparency is valuable both for debugging during development and for understanding failure modes a 
practical necessity when the system is used as a research scaffold. 

Figure 1 illustrates the end-to-end pipeline. A live video frame enters from the left; the annotated output 

frame with the recognized character overlay exits on the right. 
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4. METHODOLOGY 

4.1 Image Acquisition and Preprocessing 

Frames are captured from the default webcam using OpenCV's VideoCapture interface at the device's 

native resolution, typically 640 × 480 pixels. Each frame is converted from BGR (OpenCV's default 
channel order) to RGB before being passed to MediaPipe, which expects RGB input. This conversion is a 

one-line operation but is architecturally important: omitting it causes the landmark detector to operate on 

chromatically inverted data, degrading detection reliability. No additional spatial preprocessing such as 
hand region cropping or histogram equalization is applied at this stage, so the pipeline operates on the full 

frame. 

4.2 Hand Landmark Detection via MediaPipe 

MediaPipe Hands processes each RGB frame and returns, for every detected hand, a set of twenty-one 

landmarks. Each landmark carries normalized (x, y) coordinates in the range [0, 1] relative to the frame 
dimensions, and an approximate depth value z. The landmark indices follow MediaPipe's published 

anatomical convention: landmark 0 is the wrist, landmarks 1–4 are the thumb chain (CMC to tip), 

landmarks 5–8 are the index finger chain, and so forth. The system configures the detector in 
static_image_mode=False (video stream mode) and sets min_detection_confidence=0.7 and 

min_tracking_confidence=0.5. These thresholds balance detection robustness against false positives: a 

lower detection confidence threshold improves recall at the cost of intermittent spurious detections. 

4.3 Distance-Ratio Normalization 

Raw landmark coordinates are unsuitable as classifier inputs because they encode absolute screen position 

and are sensitive to hand scale. Consider two operators performing the same gesture: one standing at 

arm's length from the camera and one holding their hand close to the lens. The inter-joint pixel distances 

in the second case are larger by a factor proportional to the inverse of camera distance. A classifier trained 
or tuned on one operator's data will misclassify the others. 

The normalization procedure addresses this by computing a reference length L, defined as the Euclidean 

distance between landmark 0 (wrist) and landmark 9 (middle finger metacarpal-phalangeal joint). This 

segment is anatomically stable across hand postures: it does not flex or extend appreciably during typical 

ASL gestures. Every landmark's (x, y) coordinates are then expressed relative to the wrist position and 

divided by L: 

x’ᵢ = (xᵢ − x₀) / L,   y’ᵢ = (yᵢ − y₀) / L,   ∀ i ∈ {0, ..., 20} 
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The resulting feature vector has 42 components (21 × 2). It is invariant to rigid translation (subtraction of 

wrist position) and to scale (division by L), but retains hand-shape information encoded in the relative 
arrangement of joints. The z coordinate is discarded: it is not yet sufficiently reliable from a monocular 

RGB source to contribute positively to classification. 

4.4 Rule-Based Gesture Classification 

The normalized feature vector is evaluated against a set of hand-crafted geometric conditions, one 

condition set per target class. Each condition tests ratios derived from the normalized landmark positions, 

for example, the ratio of the index fingertip's normalized y-offset to its metacarpal's normalized y-offset 

serves as a proxy for "finger extended vs. folded." A finger is considered extended if this ratio exceeds a 
tuned threshold (empirically set at 0.6 after visual inspection across five subjects). 

The classifier evaluates conditions in a fixed priority order. If multiple conditions match simultaneously 

which can occur for visually similar gestures such as 'U' and 'V', the first matching condition in the 
priority list is returned. This deterministic disambiguation is a deliberate design choice: it makes failure 

modes predictable and auditable. When no condition matches (typically due to an ambiguous or partially 

occluded hand pose), the system returns a null label and continues to the next frame without halting. 

4.5 Output Rendering 

Recognized labels are rendered onto the output frame using OpenCV's putText function. The recognized 

character is displayed in the upper-left quadrant of the frame at a fixed font scale. MediaPipe's drawing 

utilities are used to overlay the twenty-one landmark positions and the connecting skeleton, providing the 

operator with visual confirmation that the detector has successfully tracked the hand. The annotated frame 
is displayed in a named window at each iteration of the capture loop; the loop terminates when the 

operator presses the 'q' key, triggering resource release and graceful shutdown. 

5. RESULTS AND OBSERVATIONS 

The system was evaluated informally across three operators performing each of the twenty-six ASL hand-

shapes under two illumination conditions: adequate ambient lighting (approximately 300 lux at the hand 

plane) and reduced ambient lighting (approximately 80 lux). No standardized test protocol or held-out 

dataset was used; the observations reported here are qualitative and are offered to characterize the 

system's operating envelope rather than to make quantitative accuracy claims. 

Under adequate illumination, landmark detection was stable for the majority of tested hand-shapes. 

Single-finger gestures (A, E, S) and open-palm gestures (B, W) were recognized consistently across all 
three operators. Gestures with similar topologies showed expected confusion: 'U' (index and middle 

extended, adjacent) and 'V' (same fingers extended, spread) were the most frequent source of 

misclassification, attributed to the small angular difference in finger abduction that the monocular 2D 
projection does not reliably capture. 

Under reduced illumination, MediaPipe's detection confidence dropped below the configured threshold 

for a subset of frames, causing transient detection gaps visible as momentary label disappearances. The 

0.7 detection confidence threshold is a configurable parameter; lowering it to 0.5 reduced dropout 

frequency at the cost of occasionally tracking non-hand regions. 

Rapid inter-sign transitions, moving the hand quickly from one shape to another at more than 

approximately 60 degrees per second of wrist rotation produced intermediate frames in which the hand 

shape was in transition and matched no defined gesture condition. This is the expected behaviour of a 
static-gesture classifier applied to a continuous motion stream. A temporal smoothing filter (e.g., a 

majority-vote buffer over the last five recognized labels) would reduce spurious intermediate outputs at 

the cost of added latency. 

Table 1 summarizes the qualitative observations across test conditions. 
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Condition Landmarks 

Stable 
Correct Labels Key Limitation 

Good light, slow motion High (>90% 

frames) 

Majority of static 

shapes 

U vs. V confusion 

Good light, fast motion High Reduced 

(transitions) 

Static classifier 

lag 

Low light, slow motion Moderate Reduced (dropout 

gaps) 

Illumination 

sensitivity 

Low light, fast motion Low Poor Combined 

limitations 

Table 1: Qualitative Operational Observations 

6. CONCLUSION 

This work presented a real-time ASL hand-shape recognition system that combines MediaPipe landmark 

detection with distance-ratio normalization and a rule-based geometric classifier. The central engineering 

contribution is the normalization scheme: by expressing every landmark position as a ratio relative to the 

wrist-to-MCP baseline distance, the system decouples the classification problem from camera distance 
and hand scale, allowing the same geometric rules to apply across operators without retraining. 

The system performs reliably as a static-gesture recognizer under adequate illumination and slow 

deliberate hand motion. It degrades predictably under low light where landmark detection confidence falls 

below the configured threshold and during rapid transitions where intermediate hand shapes do not match 

any defined condition. Both failure modes are well-understood and amenable to targeted engineering: 
illumination robustness can be improved by adaptive thresholding or infrared illumination, and transition 

artifacts can be suppressed by a temporal smoothing buffer. 

As a research scaffold, the pipeline's modular structure makes it straightforward to substitute the rule-

based classifier with a trained model (e.g., a support vector machine or a small multilayer perceptron 

operating on the normalized feature vector) once a labelled dataset is available. Future work should also 

address continuous sign language recognition where signs are not isolated but occur in temporal sequence 
and the incorporation of two-hand gestures, which the current single-hand pipeline does not support. 
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